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ABSTRACT 

Asynchronous Transfer Mode (ATM) is a high- 
speed network technology that transmits various types of 
information across networks such as voice, video, image, 
data, etc. In an ATM network the basic data units, called 
cells, are routed through switched or permanent virtual 
circuits (virtual channels). A Smart Permanent Virtual 
Circuit is a connection that looks like a Permanent 
Virtual Circuit at the local and remote endpoints with a 
Switched Virtual Circuit in the middle. If a link carrying 
a Smart Permanent Virtual Circuit goes down and there is 
an alternate route, then the network automatically 
reroutes the Smart Permanent Virtual Circuit around the 
link. As a result of the rerouting, the network may not be 
able to deliver the guaranteed quality of services as it was 
negotiated. It may have to change the quality of service 
parameters negotiated for other connections. The 
objective of this paper is to apply Distributed Artificial 
Intelligence (DAI) methodologies, “intelligent” agents”, 
in ATM networks management. The paper presents a 
search algorithm that helps the agents learn fiom 
previous interactions and experience. Agents can 
evaluate altemate paths in order to maintain as many 
connections as possible with the quality of service 
guaranteed originally. 

1. INTRODUCTION 

Asynchronous Transfer Mode (ATM) is a new 
high-speed network technology that transmits various 
types of information across networks such as voice, 
video, image, data, etc. In an ATM network the basic 
data units, called cells, are routed from a source to a 
destination through switched or permanent virtual circuits 
(or virtual channels) that can be bundled into virtual 
paths. A Switched Virtual Circuit is used to transport 
information between two locations and lasts only for the 
duration of the transfer. Permanent Virtual Circuits are 
used for dedicated long-term information transport 
between locations. Establishment of virtual circuits and 
paths are based on a negotiation between the calling party 
and the 
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ATM network. The parameters being negotiated include 
average and peak bandwidth, burst length, and quality of 
service parameters for transmitting various types of 
information. As a result of the connection establishment 
procedure, a “contract” is secured between the ATM 
network and the ATM end station. The ATM network 
promises to deliver the guaranteed quality of service and 
the ATM end station promises not to send more traffic 
than it requested in the connection establishment 
procedure. 

The cell routing is controlled by the ATM 
switches along the path between two ATM endpoints. A 
Smart Permanent Virtual Circuit as it has been defined in 
[l] is a connection that looks like a Permanent Virtual 
Circuit at the local and remote endpoints with a Switched 
Virtual Circuit in the middle. Smart Permanent Virtual 
Circuits are more robust than Permanent Virtual 
Circuits. If a link carrying a Permanent Virtual Circuit 
goes down, then the Permanent Virtual Circuit goes 
down. If a link carrying a Smart Permanent Virtual 
Circuit goes down and there is an altemate route, then the 
end switch of the Smart Permanent Virtual Circuit 
automatically reroutes the Smart Permanent Virtual 
Circuit around the link. As a result of the rerouting, the 
network may not be able to deliver the guaranteed quality 
of service as it was negotiated in the contract. It may 
have to change the quality of service parameters 
negotiated for other connections. There is no widely 
accepted standardized procedure for creating and 
maintaining Smart Permanent Virtual Circuits. It is still a 
research topic that is similar to the issues discussed under 
one of the ATM network management functions called 
Fast Resource Management. 

Routing and rerouting circuits in high-speed 
telecommunication networks are important areas of 
research. A current research direction solves this 
rerouting problem by using Distributed Artificial 
Intelligence approaches to select between altemative 
rerouting plans [2]. The objective of this paper is to 
apply Distributed Artificial Intelligence (DAI) 
methodologies, “intelligent” agents”, in ATM networks 
management. “Intelligent agents” cooperate in order to 
ensure network-wide control. Each agent has local 
decision-making capabilities and some knowledge about 
system parameters of part of the network. None of the 
agents can control the entire network alone. We present 
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a search algorithm that help the agents learn firom 
previous interactions and experience. Agents can 
evaluate altemate paths in order to maintain as many 
connections as possible with the quality of service 
guaranteed originally. This paper presents an improved 
and modified version of the rerouting algorithm in [3]. 
The main difference is that while in [3] the rerouting 
algorithm is started from both ends of the disrupted 
circuit following a bidirectional approach, in this paper 
the rerouting algorithm is initiated by the a single switch 
that originally established the circuit. The presented 
method reduces the exponential complexity of the 
rerouting algorithm to linear-space complexity. The 
routing algorithm of this paper applies a modification of 
the Simple Recursive Best-Search algorithm [4]. The 
advantage of our method is discussed later. 

The rest of this paper is organized as follows. 
Section 2 is a discussion of the motivation for 
investigating Fast Resource Management issues. Section 
3 contains an overview of our search algorithm. The 
complexity of the rerouting algorithm is discussed in 
section 4, followed by conclusions in Section 5. 

2. MOTIVATION FOR INVESTIGATING FAST 
RESOURCE MANAGEMENT 

Fast resource management enables the immediate 
allocation of necessary capacity in an ATM network, 
such as bit rate or buffer space to individual burst-type 
connection for a duration of a cell burst. For instance, 
the user would like to temporarily exceed the contracted 
circuit capacity to send a large amount of data. If the 
ATM network determines that the necessary resources 
exist along the route of the virtual circuit for the data 
burst, then it reserves the resources and establishes the 
connection. The situation is similar to fmding an altemate 
path in Smart Permanent Virtual Circuits when a circuit 
is disrupted. 

For years, queuing models of network traffic 
assumed a predictable Poisson distribution. A relatively 
new result published in [SI proves that network traffic is 
more bursty and cannot be predicted its variability as 
assumed previously. According to the authors network 
traffic has similar statistical properties in a certain 
amount of time called self-similarity. The importance of 
the results is also summarized by W. Stallings in his 
comment in [ 6 ] .  Stallings pointed out the consequences 
of this finding. One of the consequences is that 
combining of various flow of data, as it happens in ATM 
virtual paths, does not result in the smoothing of traffic. 
Combining bursty data streams will produce also bursty 
combined data flow. The result implies that the methods 
and models used in traditional network design require 
modifications. Self-similar traffic makes traditional 
assumptions incorrect. For instance, it has been assumed 
that linear increase in buffer sizes results in exponential 

decrease in packet loss. In self-similar traffic such a 
decrease of packet loss is far less than it has been 
predicted by traditional models. It has been proved that 
in case of self-similar traffic the addition of few new 
circuits can cause a large loss of data packets. Also, in a 
system where a high priority circuit can use the channel 
for a burst of traffic with no traffic policing, other lower 
priority circuits are kept from using the network for a 
long time. As a consequence of the property of self- 
similar traffic the various network design parameters can 
be better estimated based on the traffic patterns rather 
than by applying traditional queuing models. Self- 
similarity occurs in ATM networks. The bursty nature of 
ATM traffic and related issues have been identified by 
the ITU-T and the ATM Forum under one of the traffic 
management functions entitled “Fast Resource 
Management”. 

3. OVERVIEW OF THE SEARCH ALGORITHM 

We assume a wide area network of connected 
ATM switches. The circuit rerouting process is started 
by the switch that established the circuit and observed its 
interruption. The goal of the switch is to identify the 
switches and links to restore the disrupted circuit. We use 
the network topology of Figure 1 to illustrate the restoral 
algorithm. The sites X, A, B, C, Y, E, F, G, H, I, J, K 
denote the switches. S and D are the two end-users of a 
connection with the circuit c:{X, K, G, F, Y). We 
assume a link failure between sites K and G. The 
rerouting process is initiated by sites X that established 
the circuit before the failure. 

A 

Figure 1 : Circuit failure between X and Y 

X sends a request to restore circuit c to adjacent 
switches A, K, and J along with an upper bound on the 
rerouting cost and the circuit characteristics, such as 
service categories (constant bit rate, variable bit rate, 
available bit rate, unspecified bit rate), traffic parameters 
(peak cell rate, sustained cell rate, cell delay variation 
tolerance, burst tolerance, minimum cell rate), quality of 
service parameters (cell loss ration, cell delay variation, 
maximum cell transfer delay, mean cell transfer delay). 
A switch is qualified if it has been able to restore similar 
circuits in previous cases. The selection mechanism is 
based on a performance parameter P which is a measure 
of a switch’s inefficiency (as calculated by its 
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predecessor switch along the rerouting circuit) based on 
its previous reroutings. P may be different for different 
circuits and is dependent on the specific circuit to be 
rerouted, because the resource and capacity requirements 
of a circuit determine the switch's capability to restore it. 
Small (close to zero) values of P indicate high quality 
and efficiency, and high values indicate that the switch is 
unreliable and unstable in rerouting the circuit. A 
switch's P value is recalculated after each circuit 
rerouting by that adjacent switch which sent a rerouting 
request to it. After each rerouting it is determined how 
realistic a switch's cost estimate has been with respect to 
the recalculated cost. By testing a statistical hypothesis it 
can be determined if it has been unrealistic. If the 
corresponding hypothesis Ho is rejected no rerouting 
request messages will be sent to this switch in the future 
for rerouting circuits. If a switch's cost estimate has been 
realistic, i.e., the corresponding hypothesis Ho is 
accepted, the P value is recalculated. The closer the 
estimated cost is to the actual cost, the smaller is the P 
value. Subsequent values of P for each switch are 
calculated using the statistical sampling method given in 
[3]. The motivation for using P is to enable the search 
process to learn from past performances and use this 
knowledge to select the most efficient rerouting switches. 

The switches compute the estimated cost of each 
of the activities associated with the rerouting process, 
such as the allocation or reallocation of network 
resources, rerouting existing but lower priority 
connections, and reestablishing interrupted connections. 
These cost estimates are sent back to X, which will select 
the route with the smallest cost estimate, e.g., via J .  The 
process continues recursively. At each recursive step a 
site uses three arguments: a subsequent site, an upper 
bound on the restoral cost, and the circuit number. Each 
step expands the path by those children through which 
the estimated restoral costs do not exceed the upper 
bound. (The first step assumes an upper bound of 
infinity at X.) Each step returns the estimated cost along 
the path to a child, replacing parent values with the 
minimum of the estimated costs via the last children 
expanded, going back along the path, until a better cost 
estimate is reached. Then, the procedure continues along 
that path. Generally, the upper bound on a child is equal 
to the minimum of the upper bound on its parent and the 
current value of its best sibling. Initially, a switch is 
assigned the estimated cost via itself. After a recursive 
step this cost value will be equal to the minimum 
estimated cost path to the last child along the expanded 
subtree. We call it the switch's stored value after the 
original Simple Recursive Best-First Search (SRBFS) 
algorithm in [4]. The following chart shows the first steps 
of the algorithm. After receiving the cost estimates from 
J, K, and A, X decides to continue the search via J 
initializing a recursive procedure on J with the upper 
bound 8. In the chart below the figures denote the cost 
estimates through A, K, and J, and the upper bound (in 
parentheses): 

A 8  
/ e" l5 

x \  
\ 

J 5( I 8) 
a. 

J continues the search by sending a request to adjacent 
sites K, I, and H to restore circuit c. In the chart below, 
only I and H will respond with their cost estimates, hence 
J can estimate the cost of the paths via these sites: 

w 
J5(1 8) H9 

b. 

Site J decides that the search continues via I with an 
upper bound 8, that in turn, will send a request to G and 
H. Because H has already received a request from J, 
only G responds with an estimated cost exceeding the 
upper bound 8. The process returns back up the tree 
replacing the parent's value. The following two charts 
show these steps: 

8 

x 6  G 10 (I 8) 

J5(18) H 9  

I 7 (I 8) 

C. 

8 

X 

J 9  H 9  

d. 
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The search switches to J’s next best sibling A which 
sends requests to B, G, and K. The following charts 
show the progress of the search and depict only the newly 
explored paths for simplicity: 

A 8 (5 9) 

X G 13 

9 ‘  
e. 

13 

J 9 (I 13) H 9 (5 13) 

f .  

The search continues fkom H that will send a request to F 
and E. The charts below display the final steps of the 
algorithm: 

/ 

\ P E  14 
J 9 (5 13) H 9 (5 13) 

/y l2 

H 12 

h. 

Once the destination Y is reached the process 
stops. The rerouted circuit is along the return path of the 
recursive steps. Selection of the rerouted circuit by the 
participating switches is based on cost estimates and 
information about the switches’ previous performance. 
Since at each step the estimated least-cost path is 
selected, the resulting restoral path is the expected least- 
cost path or close to it. It can be proved that the above 
algorithm always finds the least-cost rerouting circuit if 
some conditions are met. Due to space limitation the 
proof of this statement and the formal description of the 
algorithm are omitted but available from the author upon 
request. 

4. The Complexity of the Algorithm 

First we give an overview of the similar search 
algorithms. The Iterative-Deepening-A* (IDA*) in [7], 
which is a modification of A* [ 131, performs a sequence 
of depth-first searches, pruning branches when their cost 
exceeds a threshold for the current iteration. The initial 
threshold is determined by the cost estimate at the root 
and increases for each iteration of the algorithm. Each 
subsequent threshold for each iteration is the minimum 
cost of all values that exceeded the previous threshold. 
IDA* expands the same number of nodes asymptotically, 
as A*. It is shown in [8] that IDA* is asymptotically 
optimal in terms of time for tree searches. The important 
property of A*, that it always finds the lowest-cost 
solution path if the heuristic is admissible, also holds for 
IDA*. Although it is easier to implement than A* (as 
there are no open and close lists to be managed). it uses a 
global threshold, that is difficult to maintain in a 
distributed system. 

Our algorithm is a modification of the Simple 
Recursive Best-First Search (SRBFS) which is an 
extensions of the IDA*. Therefore, the complexity of our 
algorithm can be derived from the complexity of this 
algorithm. While iterative-deepening uses a global 
threshold. SRBFS uses a local cost threshold for each 
iteration with two parameters: the next child along the 
path, and an upper bound on cost. It explores the branch 
below the child as long as it contains expanded children, 
whose costs do not exceed the upper bound. Each 
iteration retums the minimum cost of the newly expanded 
children. 

Although the space complexity of our algorithm is 
O(db) (similarly to SRBFS), where b is the branching 
factor and d is the maximum search depth, the worst-case 
time complexity is O(b’d) depending on the cost function. 
With a monotonic cost function, it finds an optimal 
solution while expanding fewer children than iterative- 
deepening. The method in SRBFS and in our algorithm 
reduces the space complexity of best-first search from 
exponential to linear (assuming a constant branching 
factor). The reason i s  that the recursive procedure only 
maintains the path to the best frontier children of the 
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explored subtree, and all siblings along the path. While 
in IDA* (and A*) each new’ iteration regenerates the 
entire previous tree, our algorithm only explores the 
branches of siblings on one of the last paths of the most 
recent iteration. The algorithm increases the time 
complexity by only a constant factor [4]. It can also been 
shown [4] that the property of A* also holds for SRBFS, 
therefore the same property holds for our method as well, 
i.e., if the cost estimates at each switch are close to the 
lower bounds of the actual cost, then the restoral 
algorithm will find the least-cost rerouting circuit. 

5. CONCLUSIONS 

In this paper we have presented a circuit rerouting 
algorithm that can be used in establishing Smart 
Permanent Virtual Circuits in ATM networks. Our 
contribution is a search method which can learn over the 
time. The search is sensitive to the switches’ previous 
performance. It will choose the “best” switches to 
reroute a circuit. “Best” switches are the ones that are 
involved in locating the least cost rerouting path. The 
method tends to find the least-cost path in the effort to 
reroute a failed circuit. Traditional search algorithms 
start over again without remembering previous 
“successful, least cost” rerouted path, therefore they visit 
switches again, even though it has been statistically 
proven that they cannot restore the circuit in an efficient 
way. 
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